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1 Solving the Least Squares Problem

Let’s begin by recalling our motivation from the previous lecture. Suppose we have an overdetermined linear
system Ax = b, where A ∈ Rn×m and b ∈ Rn. (Remember that a system is overdetermined if n > m.) The
least squares problem asks us to find the vector x ∈ Rm that minimizes the 2-norm of the residual; that is,
find

min
x∈Rm

‖b−Ax‖2.

For ease of writing, let us use the residual notation to write ‖r‖2 = ‖b−Ax‖2.

Remark. An instance of the least squares problem has a unique solution if and only if the matrix A has full
rank; that is, if rank(A) = m, where the rank of A is the maximum number of linearly independent columns.
Here, we will only consider the full rank case, though it is possible to solve the least squares problem when
A is rank-deficient.

Let Q ∈ Rn×n be any orthogonal matrix, and consider the linear system

QᵀAx = Qᵀb.

Suppose that the residual of this system is denoted by s = Qᵀb−QᵀAx. Then

s = Qᵀb−QᵀAx

= Qᵀ(b−Ax)

= Qᵀr,

where r is the residual of the original linear system. Since we took Q to be orthogonal, we know that
‖s‖2 = ‖r‖2, and so transforming our original linear system using Q to minimize the value ‖s‖2 is equivalent
to solving the least squares problem for the original linear system. We can exploit this observation to choose
a matrix Q that simplifies our linear system and makes our calculations easier.

We saw in the previous lecture that it is possible to compute the QR decomposition of A to get two matrices
Q and R, where Q is orthogonal and R is upper triangular. Since the QR decomposition gives us matrices
Q and R where QᵀA = R, we can transform our original linear system to the equivalent linear system

QᵀAx = Qᵀb,

and taking R = QᵀA and c = Qᵀb, we can solve the linear system Rx = c via backward substitution.

However, when we introduced the QR decomposition in the previous lecture, we only considered the case
where A is a square matrix. In the least squares problem, we know that A is of dimension n × m where
n > m. Fortunately, it’s easy to generalize the QR decomposition process to work for non-square matrices:
we simply follow the same procedure to compute the decomposition, and stop when we “run out” of columns;
that is, after we iterate a total of m times. The modified procedure still produces an orthogonal matrix Q,
and the computed portion of the matrix R remains upper triangular, though it now also includes some
number of all-zero rows at the bottom.
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Theorem 1 (QR decomposition theorem—generalized). Let A ∈ Rn×m be an arbitrary n×m matrix where

n > m. Then there exists an orthogonal matrix Q ∈ Rn×n and a matrix R =

[
R̂
0

]
∈ Rn×m, where R̂ ∈ Rn×n

is upper triangular, such that A = QR.

Although we won’t go into the complete analysis here, it is possible to show that the modified version of our
QR decomposition algorithm uses approximately 2nm2 − 2

3m
3 flops, which matches our previous analysis

when n = m.

Before we consider how to solve the least squares problem, we will make a few observations about the
properties of our matrices A, Q, and R. Recall that we’re assuming A has full rank; that is, rank(A) = m.

A well-known result from linear algebra tells us that rank(ST ) ≤ rank(T ) for all matrices S and T whose
matrix multiplication is well-defined, and as a consequence, we know that rank(A) = rank(QR) ≤ rank(R).
At the same time, since R = QᵀA, we also know that rank(R) ≤ rank(A), and so we have that rank(R) =
rank(A).

Observe that rank(R) = rank(R̂), since R is equal to R̂ with added zero rows that don’t affect the column
rank. Another well-known result from linear algebra tells us that an n× n square matrix M is invertible if
and only if rank(M) = n. Since R has full rank (from A having full rank), and since the rank of R̂ is equal

to the rank of R, we know that R̂ also has full rank. Therefore, R̂ is invertible if and only if A has full rank.

Now, let’s finally bring everything together. Given our overdetermined linear system Ax = b where A has full
rank, we compute the QR decomposition of A and transform the linear system to have the form QᵀAx = Qᵀb
or, equivalently, Rx = c as we observed earlier. Take the vector c to be of the form

c =

[
ĉ
d

]
,

where ĉ ∈ Rm and d contains the remaining rows.

Calculate the residual of this linear system to get

s = c−Rx

=

[
ĉ
d

]
−
[
R̂
0

]
x

=

[
ĉ− R̂x

d

]
.

Then, taking the 2-norm of s and squaring it, we get

‖s‖22 =

n∑
i=1

|si|2

= ‖ĉ− R̂x‖22 + ‖d‖22.

Since the term ‖d‖22 is independent of x, we disregard it for the remainder of this calculation. Observe, then,

that we can minimize the value of ‖s‖2 by minimizing the value of ‖ĉ − R̂x‖2. By the positive definiteness

property of norms, we know that ‖ĉ− R̂x‖2 ≥ 0, and naturally ‖ĉ− R̂x‖2 = 0 if and only if ĉ = R̂x.

Now, observe that R̂x = ĉ is itself a linear system! Moreover, since we took A to have full rank, we know that
R̂ is invertible, and so this linear system has a unique solution. Finding this solution allows us to minimize
‖s‖2 uniquely and solve the least squares problem.

Proposition 2 (Solving the least squares problem). Let A ∈ Rn×m where n > m, and let b ∈ Rm. Suppose
A has full rank. Then the least squares problem for the overdetermined linear system Ax = b has a unique
solution, which can be computed by finding the QR decomposition of A and solving the linear system R̂x = ĉ,

where c = Qᵀb =

[
ĉ
d

]
, Q ∈ Rn×n, R =

[
R̂
0

]
∈ Rn×m, and R̂ ∈ Rm×m.
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Now, how long would it take a computer to solve an instance of the least squares problem? After computing
the QR decomposition of A (for which we know the number of flops needed), we must compute c = Qᵀb.
Using reflection matrices as we did in our earlier discussion on the QR decomposition, our observation from
the previous lecture about the decomposition process operating on smaller submatrices on each iteration
leads us to find that the number of flops needed to compute c is

4n + 4(n− 1) + 4(n− 2) + · · ·+ 4(n−m + 1) ≈ 4nm− 2m2.

We can then solve the linear system R̂x = ĉ via backward substitution at a cost of m2 flops. However, both
of these steps take less time than the initial QR decomposition step, meaning that computing the matrices
Q and R is our bottleneck in this procedure.

What of the mysterious d component of the vector c? From our expression ‖s‖22 = ‖ĉ− R̂x‖22 + ‖d‖22, we see
that ‖d‖2 is acting as the norm of the residual associated with our computed least squares solution. Thus,
knowing ‖d‖2 gives us an idea of the goodness of our computed solution’s fit, and we can compute this using
only 2(n−m) flops.

Example 3. Consider the matrix and vector pair

A =


1 3 2
1 2 3
−1 −1 −4
0 1 −4

 and b =


7
4
−7
−3

 .

Let’s compute the least squares solution to the overdetermined linear system Ax = b.

We begin by finding the QR decomposition of A, which gives us the matrices

Q =


−1/
√

3 1/
√

3 −1/
√

6 −1/
√

6

−1/
√

3 0 0 2/
√

6

1/
√

3 1/
√

3 −1/
√

6 1/
√

6

0 1/
√

3 2/
√

6 0

 and R =


−
√

3 −2
√

3 −3
√

3

0
√

3 −2
√

3

0 0 −
√

6
0 0 0

 .

Note that R̂ can be obtained from the first three rows of R. Next, we compute c = Qᵀb, which produces

c =


−6
√

3

−
√

3

−
√

6

−
√

6

 .

We can obtain ĉ by taking the first three entries of c. Finally, we solve the linear system R̂x = ĉ, which gives
us the vector

x =

1
1
1

 .

2 The Gram–Schmidt Process

We now have a method of solving the least squares problem that uses the QR decomposition of a matrix. In
this section, we will consider an alternative approach to solving the least squares problem that makes use of
something called the Gram–Schmidt process. Before we introduce this process, though, we should review a
bit of background knowledge.

From our earlier lecture, we know what it means for two vectors to be orthogonal. If we have a set containing
more than two unit vectors, where the vectors are pairwise orthogonal, then we say that this set of vectors
is orthonormal.
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Definition 4 (Orthonormal set of vectors). A set of vectors {v1, v2, . . . , vk} ∈ Rn is orthonormal if ‖vi‖2 = 1
for all 1 ≤ i ≤ k and

〈vi, vj〉 =

{
0 if i 6= j; and

1 if i = j.

The most well-known example of a set of orthonormal vectors is the standard basis, or the following set of
vectors in n dimensions:

e1 =


1
0
...
0

 , e2 =


0
1
...
0

 , · · · , en =


0
0
...
1

 .

This set of vectors is not only orthonormal, but also forms a basis over Rn, hence the name.

Using a result from linear algebra, we can connect the notion of orthonormality to our earlier notion of an
orthogonal matrix.

Proposition 5. Let Q ∈ Rn×n. Then Q is an orthogonal matrix if and only if all of the rows or columns of
Q form an orthonormal set of vectors.

One major limitation we introduced when we first defined orthogonal matrices was the assumption that
such a matrix must be square, since we needed the matrix to have an inverse. With this new connection to
orthonormality, we can generalize our notion of orthogonality to work for non-square matrices.

Definition 6 (Isometric matrix). A matrix Q ∈ Rn×m, where n ≥ m, is isometric if all of the columns of Q
form an orthonormal set.

Just like orthogonal matrices, isometric matrices preserve both angles and lengths.

Finally, let’s review the definition of a subspace. A subspace is simply a subset of Rn that is closed under both
addition and multiplication. For example, the span of a set of vectors is the set of all linear combinations of
vectors in that set, and we can show that the span is a subspace of Rn (in fact, it is the smallest possible
subspace containing that set of vectors).

Definition 7 (Subspace of Rn). Let S ⊆ Rn be a nonempty subset. Then S is a subspace of Rn if, for all
u, v ∈ S and c ∈ R, the following properties hold:

1. u + v ∈ S (closure under addition); and

2. cu ∈ S (closure under multiplication).

We’re now able to formulate the definition of the Gram–Schmidt process, which is a method to produce
orthonormal bases (akin to the standard basis). Let S be a subspace of Rn, and suppose the set of vectors
{v1, . . . , vm} is a basis of S.

Using the Gram–Schmidt process, we can transform the set of vectors {v1, . . . , vm} into an orthonormal set
of vectors {q1, . . . , qm} that is also a basis of S, with the additional property that

span(v1) = span(q1),

span(v1, v2) = span(q1, q2),

...

span(v1, v2, . . . , vm) = span(q1, q2, . . . , qm) = S.

In essence, we will obtain each of the vectors qi by subtracting from vi the part of that vector that is not
orthogonal to the previous vectors, and then normalize to obtain a unit vector for our basis.
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We find each of the vectors qi through an iterative process, beginning with q1. Since we need that both
‖q1‖2 = 1 and span(q1) = span(v1), we take q1 = 1

r11
v1, where r11 = ‖v1‖2.1 Since q1 = 1

r11
v1, q1 is a multiple

of v1, and so both q1 ∈ span(v1) and span(q1) ⊆ span(v1). At the same time, since v1 = r11q1, v1 is a multiple
of q1, and so both v1 ∈ span(q1) and span(v1) ⊆ span(q1). Altogether, this gives us span(q1) = span(v1) as
desired.

Having obtained the vector q1, we move on to finding q2. Now, we need that both ‖q2‖2 = 1 and span(q1, q2) =
span(v1, v2), but also we need that q1 and q2 are orthogonal.

Consider the following diagram depicting example vectors v1, v2, and q1:

q1 v1

v2

r12q1

q̂2 = v2 − r12q1

Our goal is to find a vector q2 that is orthogonal to q1 and satisfies the other properties we desire. To work
toward obtaining such a vector q2, we can obtain an intermediate vector q̂2 by subtracting from the vector
v2 some multiple of our previously-computed vector q1; namely, we subtract r12q1, where r12 = 〈v2, q1〉.

By our choice of r12, we know that 〈q̂2, q1〉 = 0, so these two vectors are orthogonal. Then, all that remains
is to normalize by computing r22 = ‖q̂2‖2 and taking q2 = 1

r22
q̂2. This ensures that ‖q2‖2 = 1, and we can

easily show additionally that span(q1, q2) = span(v1, v2) and 〈q1, q2〉 = 0.

Generalizing from finding q2 to finding an arbitrary qk, we can begin to see how the algorithm for the Gram–
Schmidt process comes together. Using our previously-computed orthonormal vectors q1 through qk−1, we
must find a vector q̂k of the form

q̂k = vk −
k−1∑
j=1

rjkqj

that is orthogonal to each of our previous vectors q1 through qk−1; that is, 〈q̂k, qi〉 = 0 for all 1 ≤ i ≤ (k−1).
We can express this equivalently as a series of subtractions from vk of the non-orthogonal components of the
vector:

〈vk, qi〉 −
k−1∑
j=1

rjk〈qj , qi〉 = 0 for all 1 ≤ i ≤ (k − 1).

Since, by our definition of orthonormality, we know that 〈qj , qi〉 = 0 when i 6= j and 1 when i = j, the terms
of the summation in the previous expression reduce to

rjk = 〈vk, qj〉 for all 1 ≤ j ≤ (k − 1).

Finally, we take rkk = ‖q̂k‖2 and qk = 1
rkk

q̂k. As before, we can show that each of our desired properties

hold: ‖qk‖2 = 1, span(q1, . . . , qk) = span(v1, . . . , vk), and 〈qk, qi〉 = 0 for all 1 ≤ i ≤ (k − 1).

1We know that r11 6= 0 since v1 is part of a linearly independent set of vectors, meaning that v1 6= 0. Thus, we can divide
by r11 without worry.
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Extracting each of the previous formulae and translating them into pseudocode, we’re able to obtain our
algorithm for the Gram–Schmidt process.

Algorithm 1: Gram–Schmidt process

for 1 ≤ k ≤ m do
q̂k ← vk
for 1 ≤ i ≤ (k − 1) do

rik ← 〈vk, qi〉
q̂k ← q̂k − rikqi

rkk ← ‖q̂k‖2
if rkk = 0 then

return error . v1 through vk are linearly dependent

qk ← (1/rkk)q̂k

Let’s now take a closer look at what the Gram–Schmidt process gives us in terms of output. Recall our
equations for computing q̂k and qk for all 1 ≤ k ≤ m:

q̂k = vk −
k−1∑
j=1

rjkqj and qk =
1

rkk
q̂k.

If we combine these two equations and rearrange to obtain an expression for vk, we get

vk =

k−1∑
j=1

rjkqj + rkkqk for all 1 ≤ k ≤ m,

which we can represent by the system of linear equations

v1 = q1r11

v2 = q1r12 + q2r22

...

vm = q1r1m + q2r2m + · · ·+ qmrmm.

Recalling that each vi and qi is a vector of size n, we can express this linear system as a (very familiar)
matrix multiplication:

...
...

...
v1 v2 · · · vm
...

...
...

 =


...

...
...

q1 q2 · · · qm
...

...
...



r11 r12 · · · r1m
0 r22 r2m
...

. . .
...

0 0 · · · rmm

 ,

where the matrix V has full rank, the matrix Q is isometric, and the matrix R is upper triangular. In other
words, the Gram–Schmidt process gives us an alternative way of computing a QR decomposition! Given our
input matrix V ∈ Rn×m (which we’ve called A previously), where n ≥ m, we need only break V into a set of
column vectors {v1, . . . , vm} and run the Gram–Schmidt process on this set to get the QR decomposition of
V . On the other hand, it’s possible to show that computing the QR decomposition of a matrix and breaking
Q into a set of column vectors {q1, . . . , qm} gives us the exact same answer as what the Gram–Schmidt
process would give, thus establishing that the Gram–Schmidt process and QR decomposition are equivalent.

Lastly, we turn to the analysis of our algorithm. Looking at Algorithm 1, we see that within the inner for loop,
we need n multiplications and (n − 1) additions to compute rik, then n multiplications and n subtractions
to compute q̂k. In the outer for loop, we need n multiplications and (n− 1) additions to compute rkk, then
n divisions to compute qk. Altogether, this gives us a flop count of approximately 2nm2, which is on the
same order as our previous method for QR decomposition. In terms of non-performance-related benefits,
however, the Gram–Schmidt process is purely algebraic and does not rely on auxiliary (rotation or reflection)
matrices, and it gives us the matrix Q directly instead of as a series of factored matrices.


